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Outline

• Hardware architectures (CPUs, CELL, GPUs)
• GPGPU: general-purpose computation on Graphics Hardware
• Compute Unified Device Architecture: Introduction 
• S(i/a)mple program
• Performance results:

• 2-D multi-scalar motion filter

• Filtered back-projection (FDK)

• Generalized autocalibrating partially parallel acquisitions (GRAPPA)

• Iterative reconstruction

• Outlook: NVIDIA‘s Fermi Architecture
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Latest CPU technology: Intel Core i7

• Today

• 4 cores per processor @ 3.33 GHz

• 64 KB L1 cache per core

• 256 KB L2 cache per core

• 8 MB L3 cache shared by all 4 cores

• Memory bandwidth of up to 40 GB/s

• ~102 GFlops peak performance
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CELL Broadband Engine Architecture (CBEA)

• Early 2006

• Supercomputer on a chip

• Multi-core microprocessor 
(1 CPU + 8 RISC vector units)

• 10x performance for many applications

• Running at 3.2 GHz

• Peak performace ~205 GFlops (SPEs)

• Each SPE: 4 madd per cycle

• Dual XDR memory controller
(25.6 GB/s)
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The Cell
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Cell: Neun Prozessorkerne und Bandbreiten bis
100 GByte/s

IBM, Sony und Toshiba enthüllen weitere Details zum
Cell-Prozessor

Auf der International Solid State Circuits Conference (ISSCC)
haben IBM, Sony und Toshiba wie angekündigt weitere Details
zum neuen Cell-Prozessor veröffentlicht. Der Multi-Core-
Prozessor mit 64-Bit-Prozessorkern auf Basis der Power-
Architektur und acht "synergetischen Prozessorkernen" läuft
derzeit mit bis zu 4 GHz und soll Intel das Fürchten lehren. Er
bildet auch das Herz von Sonys kommender Spielekonsole
PlayStation 3.

Die Multi-Core-Architektur des Cell

soll besonders schnelle Antworten

ermöglichen. Er soll je nach

Anwendungsgebiet bis zu zehnmal

schneller reagieren als aktuelle PC-

Prozessoren; insbesondere

Anwendungen mit hohem

Bandbreitenbedarf würden davon

profitieren, so die Partner. Der Chip

soll dabei mehrere Betriebssysteme

gleichzeitig unterstützen, so dass

beispielsweise Linux zusammen mit

einem Echtzeit-Betriebssystem für

Spiele sowie Gastbetriebssysteme für

spezifische Anwendungen simultan

laufen kann. 

Der 64-Bit-Prozessorkern kann

Aufgaben gezielt an einen der acht

"synergetischen Prozessorkerne" delegieren, um so insgesamt bis zu

zehn Operationen gleichzeitig ausführen zu können. Beim

Speicherinterface setzen IBM, Sony und Toshiba auf XDR und FlexIO

von Rambus. Damit soll der Chip mit Bandbreiten von bis zu 100

GByte pro Sekunde angebunden werden. Rund 90 Prozent der Signal-

Pins des Prozessors sollen allein für diese Anbindung verwendet

werden. 

Die acht "synergetischen Prozessorkerne" (SPUs) verfügen jeweils über

ein 128-Bit-Register mit 128 Einträgen und 256 KByte lokalen

Speicher. Hinzu kommt ein 64-Bit-Kern auf Basis der Power-Architektur

mit VMX und einem Dual-Thread-SMT, ähnlich Intels HyperThreading.

Insgesamt verfügt der Chip dabei über 2,5 MByte Cache, davon

entfallen 512 KByte auf den L2-Cache und 8 x 256 KByte auf die SPUs.

weiter...
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ISSCC: IBM und Sony präsentieren Cell-Prozessor

Als "Supercomputer auf einem Chip" haben IBM und Sony auf der ISSCC den von vielen Gerüchten umrankten
Cell Microprocessor vorgeführt. Aus Patentschriften und im Vorfeld der ISSCC verteilten Mitteilungen der
Entwicklungspartner war bekannt, dass Cell aus mehreren Prozessorkernen besteht, die auf IBMs Power-
Architektur basieren. Der Chip umfasst eine 64-Bit-Power-CPU -- ein vereinfachter Power5 mit Doppelkern --
sowie acht so genannte Synergistic Processing Units (SPU) aus jeweils einem Power-basierten Core. Diese erste
massive Nutzung von integrierten Prozessorkernen verschafft dem Chip eine extrem hohe arithmetische
Rechenleistung.

Der als Steuerinstanz fungierende 64-bit-Power-Prozessor mit VMX-
Erweiterungen für Gleitpunkt-Aufgaben kann zwei Programmthreads
gleichzeitig bearbeiten. Insgesamt verfügt der Chip über 2,5 MByte
Speicher: 512 KB Level-2-Cache für die Steuer-CPU und achtmal 256 KB
in den SPUs. Die SPUs verzichten auf eine Cache-Hierarchie und sind
durch DMA-Flow-Controller direkt mit ihren lokalen Speichern verbunden.
Sie sind nach der SIMD-Methode organisiert mit Local Store. Ein 128-Bit-
Registerfile erlaubt jeder SPU 128 Einträge und somit 128 gleichzeitige
Transaktionen zwischen Speicher und Prozessor. Mit dieser enormen
Speicherbandbreite positionieren die Entwickler Cell als Breitband- und
Echtzeit-Architektur für rechenintensive Anwendungen in der
Medienverarbeitung.

Über 256 GFlops soll der Cell in grafischen und visuellen Anwendungen
leisten -- ein Wert, der ihn in den Top-Ten der schnellsten Supercomputer
platzieren würde. Ein bei IBM in East Fishkill hergestellter Prototyp hat
Taktgeschwindigkeiten bis zu 4,6 GHz erreicht. Der Pilotbaustein wird in
einem 90-Nanometer-Prozess produziert. Die 234 Millionen Transistoren
haben dabei auf einem Plättchen von 221 Quadratmillimeter Platz.

Bisherige Prozessoren in Entertainment- und Spieleanwendungen werde die
Leistung des Cell bis zu zehnmal übertreffen, sagte Jim Kahle, IBMs
Technologiedirektor für das Cell-Projekt. Zu Stromverbrauch und

Wärmeentwicklung des Chips wollte Kahle keine Einzelheiten verraten. Es wurden jedoch eigens neue Techniken
entwickelt, mit Luftkühlung bleibe der Baustein "innerhalb üblicher thermaler Bedingungen". Zehn
Temperatursensoren und ein linearer Sensor sollen kritische Wärmepunkte überwachen -- und vermutlich wie in
IBMs Power970-Prozessoren die Reduzierung von Takt und Spannung veranlassen.

• Supercomputer on a chip

• Multi-Core Microprocessor
(9 cores)

• 10x perfomance for many 
applications

• > 4 GHz clock frequency

• Digital home to distributed 
computing
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What‘s about the graphics processing unit?
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The former GPU pipeline
6
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GPU architecture (NVIDIA GeForce 6800)
7
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Unified GPU architecture (NVIDIA GeForce 8800 GTX)
8

• November 2006
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NVIDIA‘s G80 architecture 
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• G80 based GeForce 8800 brought several key innovations to 
GPU Computing

• Compute unified device architecture (CUDA):
• ALU: streamprocessor, up to 4 operations pipelined
• SM: streaming multiprocessor, up to 8 identical threads in 

parallel & up to 768 threads on the scheduler´s ready list
• TPC: thread processor cluster, 2 multiprocessors
• G80-chip: 8 TPCs = 16 multiprocessors = 128 ALUs,

                  up to 12288 threads in flight
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CUDA programming model - a highly multi-threaded coprocessor

Host

Kernel 
1

Kernel 
2

Device

Grid 1

Block
(0, 0)

Block
(1, 0)

Block
(2, 0)

Block
(0, 1)

Block
(1, 1)

Block
(2, 1)

Grid 2

Block (1, 1)

Thread
(0, 1)

Thread
(1, 1)

Thread
(2, 1)

Thread
(3, 1)

Thread
(4, 1)

Thread
(0, 2)

Thread
(1, 2)

Thread
(2, 2)

Thread
(3, 2)

Thread
(4, 2)

Thread
(0, 0)

Thread
(1, 0)

Thread
(2, 0)

Thread
(3, 0)

Thread
(4, 0)

• Thread: concurrent code and 
associated state executed on the 
CUDA device (in parallel with other 
threads)
• unit of parallelism in CUDA

• Warp: a group of threads executed 
physically in parallel (SIMD)

• Block: a group of threads that are 
executed together and can share 
memory on a single multiprocessor

• Grid: a group of thread blocks that 
execute a single CUDA program 
logically in parallel

10
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• Highly multi-threaded coprocessor 
• Set of 16 SIMD multiprocessors
• Each consists of 8 processors
• 128, 1.35 GHz processors
• Processors execute computing threads
• IEEE 754 single precision floating point

• Memory Spaces:
• Read/write per-thread registers 
• Read/write per-thread local memory 
• Read/write per-block shared memory 
• Read/write per-grid global memory 
• Read only per-grid constant memory 
• Read only per-grid texture memory

! Chapter 2. Programming Model 

 

!

!

Grid 

Constant 
Memory 

Texture 
Memory 

Global 
Memory 

Block (0, 0) 

Shared Memory

Local 
Memory 

Thread (0, 0) 

Registers 

Local
Memory

Thread (1, 0)

Registers 

Block (1, 0) 

Shared Memory

Local
Memory

Thread (0, 0)

Registers 

Local 
Memory 

Thread (1, 0) 

Registers 

A thread has access to the device’s DRAM and on-chip memory through a set of 
memory spaces of various scopes. 

Figure 2-2. Memory Model 

!

!

CUDA Programming Guide Version 1.0  11!

 

Host

GPU

11

CUDA programming model - memory management
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S(i/a)mple code

template <class T>
__global__ void kernel ( T* src, T* dst, int sizeX, int sizeY ) !
{
 int x = blockDim.x * blockIdx.x + threadIdx.x;
 int y = blockDim.y * blockIdx.y + threadIdx.y;
 int pos1D = y * sizeX + x;
 
 if ( x < sizeX && y < sizeY ) !
  dst[pos1D] = src[pos1D] + 1.0f ;
}

...
// 32 * 32 = 1024; 4 * 256 = 1024
dim3 threadblocksize (32, 4, 1);
dim3 gridsize(32, 256, 1);

// the kernel-call starts (32 * 4) * (32 * 256) threads
kernel<<<gridsize, threadblocksize>>>(src, dst, 1024, 1024);
...

12

// copy and increment a image
for (y=0; y<sizeY; y++){

for (x=0; x<sizeX; x++){
dst[y*sizeX+x] = src[y*sizeX+x] + 1.0f;

}}
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Multi-scale motion filter
13

• Combination of different filters:
• Multi-resolution

• Time dependent

• Directional smoothing
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Comparison: CPU - GPU

14
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Filtered back-projection principle

filter each projection line-by-line

for all projections:
for all voxels:

do a back-projection

15
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FDK – filtering FFT performance

Filtering Time [s] pps
NVIDIA GeForce 8800 GTXNVIDIA GeForce 8800 GTXNVIDIA GeForce 8800 GTX

cuFFT 3.0 138.00

Cell processor 3.2 GHz

optimized FFT 0.82 503.03

• Filtering
• 414 projections each 1024 x 1024 pixels
• FFT size: 2048

16
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FDK – back-projection performance

Back-projection time [s] pps
NVIDIA GeForce 8800 GTX (nearest neighbor or bilinear interpolation)NVIDIA GeForce 8800 GTX (nearest neighbor or bilinear interpolation)NVIDIA GeForce 8800 GTX (nearest neighbor or bilinear interpolation)

projection-based (brute force) 7.81 53.01

projection-based (incremental) 7.06 58.64

Cell processor 3.2 GHz

nearest neighbor 11.85 34.94

bilinear interpolation 20.99 19.73

additional time needed for data transfers (CUDA):

projection data transfer  1.07

volume data transfer 0.89

17

• Back-projection volume: 5123 float voxels
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DEMO
18



! ! GeForce 8800 GTX! GeForce 8800 Ultra! QuadroFX 5600
Core Clock! ! 575 MHz! ! 612 MHz! ! 600 MHz
Shader Clock!! 1350 MHz! ! 1500 MHz! ! 1400 MHz
Memory Clock Speed! 1800 MHz! ! 2160 MHz! ! 1600 MHz
Memory Bandwidth! 86,4 GB/s! ! 103,7 GB/s! ! 76,8 GB/s
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FDK – speed difference GTX / QuadroFX

GTX: 7,19s QuadroFX: 8,14s

7,19s *

memory bandwidth limited ?! Ultra: 5,99s

1800MHz

1600MHz
= 7,98s

19
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 GRAPPA performance prospect
20

Studienarbeiten GRAPPA-Rekonstruktion

Performance

Rekonstruktionszeit bzw. GFLOP/s (ohne Transfer) für

C = 512,K = 1..96,R = 4,B = 4, inkl. Transfer

Bei 60 GFLOP/s: CUDA begrenzt durch Bus-Bandbreite (86.4

GB/s)

Validierung GPGPU im Rahmen der MR-Bildrekonstruktion Robert Grimm, Matthias Schneider 22 / 43

k-space interpolation

Studienarbeiten GRAPPA Autokalibrierung

Ergebnisse - Matrix Multiplikation

Core Performance

Konfiguration 1 Konfiguration 2

GPU: Sättigung bei 80 GFlop/s (CUBLAS)
bzw. 100 GFlop/s (Kernel)

CPU: Sättigung bei 8 bzw. 16 GFlop/s

Validierung GPGPU im Rahmen der MR-Bildrekonstruktion Robert Grimm, Matthias Schneider 34 / 43

grappa recon.

by Robert Grimm & Matthias Schneider
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Simultaneous algebraic reconstruction technique (SART)

21
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• Acquisition



• voxel xj , j ∈ J
• projections n ∈ N
• projection value yi, i ∈ In

• system matrix aij ∈ A
• iterations k ∈ K
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SART: theory and implementation
22
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• Definitions:
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SART: formula
23

new 
value
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correction term
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SART: correction term
24

sum over all 
intersections of a specific 
voxel with all rays of a 

specific projection

! Voxel based back-projection:
only one ray hits each voxel

ith ray
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yi −
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j=1

aijxj
k,n−1
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j=1

aij





λ̂ = λ · const.
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SART: correction term
25

total 
intersection length 
for a specific ray

• Assumption: 
constant total intersection 
length for each ray



xj
k,n = xj

k,n−1 + λ̂



ỹi −
J�

j=1

ãijxj
k,n−1
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SART: implementation
26

corrective projection



B. Keck Iterative reconstruction in 3-D digital mammography08/17/09

 Page  Page 

SART using CUDA ! 1.1

• Back-projection (BP): voxel-driven approach 

• Forward-projection (FP): 
• Based on ray casting 

(eligible on GPUs)
• Unmatched pair forward-projector 

and back-projector

• Texture update procedure:
• Slice-wise copy
• Slow (~1s for a 5123 vol.)

27

attenuation value in the simulated projection. Similar to the back-projection step we use projection matrices,
instead of assuming an ideal geometry, to compute the resulting perspective projection.

To parallelize the forward-projection step, each thread of the kernel computes one corrective pixel of a
projection. Analogous to the back-projection step we chose the grid configuration experimental due to our
results.12 In the implemented kernel we compute the direction vector for a specific ray, which is the first step
in the inner for loop in Algorithm 1. Therefore we take the source position vector and the 3D coordinate of the
pixel position, compute the difference vector, and normalize it. The source position for all rays of a projection is
obtained from the homogeneous projection matrix which is designed to project a 3D point to the image plane.
Depending on the output format of the projection (2D image- vs. 3D world-coordinates), this matrix has three
or four rows. In the latter case, the vector can be found in the fourth column of the inverted matrix (first three
components). In the case of a 3 × 4 matrix it is possible to drop the fourth column, invert the 3 × 3 matrix and
multiply the inverse with the previously dropped fourth column to get the source position. This holds, because
in case of a perspective projection with projection matrices, this fourth column represents the shift of the optical
center to the origin of the coordinate system. Galigekere et al.17 have shown already how to reproject using
projection matrices.

− ∗

2D texture

volume

projections

S1

S2

S3

S4

FP

BP

update

. . .

relaxation factor

Figure 5. GPU implementation principle: Volume represented in a 2D texture by slices Sj is forward-projected (FP).
After computing the corrective image and scaling with the relaxation factor, the back-projection (BP) distributes the
result onto the volume. After performing an update the 2D texture representation of the volume is equal to the volume.

In the kernel code, the inverse of the projection matrix is used to get the ray direction out of the pixel position
in the projection image. The entrance and exit positions of the specific ray into the volume are calculated and
stored as entrance and exit distances with respect to the source position. Between those points the volume is
then sampled equidistantly. To get one sampling position, we take the entry vector and add the direction vector
multiplied with the step size times a counter variable. The following sampling step itself proves to be crucial for
the algorithm’s efficiency. In order to get satisfying results, a sub-voxel sampling is required, which introduces a
trilinear interpolation.

The global memory offers write access and thus has a higher latency. In contrast read-only texture memory
has conspicuous low latency due to caching mechanisms and further offers hardware-accelerated interpolation. In
CUDA 1.1 the computation of each sample point intensity is a critical issue since support for 3D textures is not
provided. In consequence, a workaround had to be applied that used just the bilinear interpolation capability
of the GPU. The kernel computes a linear interpolation between stacked 2D texture slices (Sj) (see Figure 5).
Therefore, two values are fetched from proximate stack slices with hardware-accelerated bilinear interpolation
and afterwards linearly interpolated in software. These sampling steps are substituted by only one hardware-
accelerated 3D texture fetch in CUDA 2.0. Since texture memory is read-only, the back-projection updates the
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• Back-projection see FDK

• Difference in forward-projection
• CUDA 2.0 supports 3D textures
• Enabled hardware support for 

trilinear interpolation

• Easier texture update procedure
• Single instruction copy 
• Update approx. 10 times faster

• Drawback 3-D texture size limitation
(2048 elements in each direction)

28

SART using CUDA ! 2.0

original volume data kept in global memory. The volume-representing texture has to be synchronized with the
updated estimate (Figure 5). Such a synchronization is referred to as a texture update.

− ∗

3D texture

volume

projections

FP

BP

update

relaxation factor

Figure 6. GPU implementation principle: Volume represented in a 3D texture is forward-projected (FP). After computing
the corrective image and scaling with the relaxation factor, the back-projection (BP) distributes the result onto the
volume. After performing an update the 3D texture representation of the volume is equal to the volume.

The difference in volume representation for the corrective image computation leads to two major principles
of SART implementation using CUDA shown in Figure 5 for CUDA 1.1 and Figure 6 using CUDA 2.0. After
all corrective images have been computed and back-projected for all iterations the reconstruction finishes by
transferring the volume to the host system memory.

3. EXPERIMENTS AND RESULTS

In order to evaluate the performance of the GPU vs. the CPU we did the following experiment. On the CPU
side we used an existing multi-core based reconstruction framework, while using NVIDIA’s QuadroFX 5600 on
the GPU side. Our test data consists of simulated phantom projections, generated with DRASIM.18 We used
228 projections representing a short-scan from a C-arm CT system to perform iterative reconstruction with a
projection size of 256 × 128 pixels. The reconstruction yields a 512 × 512 × 350 volume. In order to achieve a
sub-voxel sampling in the forward-projection step we used a step-size of 0.3 of the uniform voxel-size. Since the
majority of time in reconstruction is spent on copying the volume data for the reconstructed image from the
global memory to a texture memory in order to use the hardware-accelerated interpolation, we can significantly
reduce this time by performing an ordered subsets method.

Table 1 shows the achieved performance for the CPU-based SART reconstruction as well as for our optimized
GPU implementations using CUDA 1.1 and CUDA 2.0. The former does not need additional memory for the
forward-projection step because there is no texture update, and therefore reconstruction times for the SART and
OS are identical.

In principle, graphics cards have a very high internal memory transfer rate (≈ 62GB/s on the QuadroFX
5600). Since texture memory is not stored linearly, it has to be reorganized for texture representation, which
is the rate-limiting factor using CUDA 1.1. We measured 476 seconds to transfer a 5123 volume 414 times to
the texture stack representation. This is approximately 1.15 seconds for a single texture update. Using 3D
textures in CUDA 2.0 this can be improved by a factor of 10 such that a texture update can be performed in
approximately 0.11 seconds.
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Experimental Setup
29

Volume:
512x512x350

Projections:
228 projections 
à 256x128 pixel

Off-the-shelf PC:
Intel Core2Duo
@ 2 GHz

Workstation:
Two Intel QuadCore
@ 2.33 GHz

GPU:
NVIDIA 
QuadroFX 5600

Compared systems:

• Performing 20 iterations
• Step size used in ray cast algorithm: 0.3 of uniform voxel size
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SART: performance comparison I
30

0s

10000s

20000s

30000s

40000s

Core2Duo 2GHz

QuadroFX 5600 CUDA1.1
SART

~9h

~1h50m
~1h10m
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SART: performance
31

512 × 512 × 350 voxels

Hardware/ Intel Core2Duo 2×Intel Xeon QuadroFX 5600 QuadroFX 5600

2 GHz QuadCore 2.33 GHz CUDA 1.1 CUDA 2.0

Method Time [s] Time [s] Time [s] Time [s]

SART 32968 6630 4234 844

OS(2proj.) ” ” 2435 661

OS(5proj.) ” ” 1359 551

OS(7proj.) ” ” 1156 530

OS(10proj.) ” ” 998 514

Table 1. Comparison of iterative reconstruction times in seconds (for 20 iterations each).

A SART implementation in CUDA 1.1 wastes approximately 1 second per update to transfer the back-
projected volume to a texture memory representation used for the forward-projection. If the number of forward-
and back-projections between two texture updates is increased slightly, the reconstruction speed will be faster
while the convergence rate remains almost at the same level, but is not as fast as a standard SART (analogous
to the relation between ART and SART). This trade-off between convergence and speedup is one of our main
results. The convergence was recently examined by Xu et al.10

We compared reconstruction times on three different systems. First, an off-the-shelf PC equipped with an
Intel Core2Duo processor running at 2 GHz, second, a workstation with two Intel Xeon QuadCore processors
at 2.33 GHz and a NVIDIA QuadroFX 5600 with CUDA 1.1 and 2.0. The SART implementation using CUDA
1.1 is the slowest implementation on the GPU. Yet it is more than 7.5 times faster than the PC and 50 percent
faster than the workstation. Employing the ordered subsets optimization yields another speedup of over 4 times.
SART with 3D texture interpolation (CUDA 2.0) is even a bit faster, and using OS again results in a total
speedup of 64 and 12 compared to the PC (2 cores) and the workstation (8 cores) respectively.

4. CONCLUSION

In conclusion, we have optimized the reconstruction speed and the convergence behavior in our algorithm design.
We have shown the advantage of using the texture memory of current graphics cards to perform the most
time-consuming parts of an iterative reconstruction technique effectively on the GPU using CUDA 1.1 and
recently released CUDA 2.0. Apparently, in CUDA 1.1 the time consuming texture updates dominate the overall
reconstruction time. This is dramatically relieved in the CUDA 2.0 implementation. Therefore, the impact of
OS with CUDA 2.0 is much lower than with CUDA 1.1.

Furthermore, we have demonstrated the drawback of representing the volume data as a texture in that, it is
the time-expensive update process, necessary in iterative reconstruction. Alternatively, the OS method reduces
this effect because it requires fewer updates. For a small increase of forward-/back-projections between two
update steps, the reconstruction speed is accelerated significantly, while the convergence rate is not decreased
significantly. Due to a reconstruction time of less than 9 minutes, our implementation is already applicable for
specific usage in the clinical environment.

5. OUTLOOK

Our research also demonstrate that there exists a lack of comparibility for fast 3-D reconstruction implementa-
tions, despite the plurality of publications. For future research, we want to improve this by providing an open
platform RabbitCT (www.rabbitCT.com) for worldwide comparison in backprojection performance on different
architectures using a specific high resolution angiographic dataset of a rabbit. This includes a sophisticated
interface for rankings, a prototype implementation in C and image quality measures.

• OS optimization reduces GPU specific runtime up to 
76% (CUDA 1.1), 39% (CUDA 2.0)

• CUDA 2.0 implementation (SART) outperforms 
CUDA 1.1 (OS 10proj.)

• Speedup factor GPU vs. CPU: 64x - 12x (PC resp. Workstation)
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Hardware Execution 

CUDA’s hierarchy of threads maps to a hierarchy of processors on the GPU; a GPU executes 

one or more kernel grids; a streaming multiprocessor (SM) executes one or more thread blocks; 

and CUDA cores and other execution units in the SM execute threads. The SM executes 

threads in groups of 32 threads called a warp. While programmers can generally ignore warp 

execution for functional correctness and think of programming one thread, they can greatly 

improve performance by having threads in a warp execute the same code path and access 

memory in nearby addresses.    

!

An Overview of An Overview of An Overview of An Overview of the Fermi Architecturethe Fermi Architecturethe Fermi Architecturethe Fermi Architecture    

The first Fermi based GPU, implemented with 3.0 billion transistors, features up to 512 CUDA 

cores. A CUDA core executes a floating point or integer instruction per clock for a thread. The 

512 CUDA cores are organized in 16 SMs of 32 cores each. The GPU has six 64-bit memory 

partitions, for a 384-bit memory interface, supporting up to a total of 6 GB of GDDR5 DRAM 

memory. A host interface connects the GPU to the CPU via PCI-Express. The GigaThread 

global scheduler distributes thread blocks to SM thread schedulers. 

!

Fermi’s 16 SM are positioned around a common L2 cache. Each SM is a vertical 
rectangular strip that contain an orange portion (scheduler and dispatch), a green portion 

(execution units), and light blue portions (register file and L1 cache). 

NVIDIAs “Fermi“ architecture



 Page

Benjamin Keck

  

NVIDIAs “Fermi“ architecture

• Much more CPU like GPU

• Outstanding 512 cores

• Improved double precision performance

• ECC support

• True cache hierarchy

• More shared memory

• Faster context switching

• Faster atomic operations
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Third Generation Streaming 

Multiprocessor  

The third generation SM introduces several 

architectural innovations that make it not only the 

most powerful SM yet built, but also the most 

programmable and efficient. 

512 High Performance CUDA cores 

Each SM features 32 CUDA 

processors—a fourfold 

increase over prior SM 

designs.  Each CUDA 

processor has a fully 

pipelined integer arithmetic 

logic unit (ALU) and floating 

point unit (FPU). Prior GPUs used IEEE 754-1985 

floating point arithmetic.  The Fermi architecture 

implements the new IEEE 754-2008 floating-point 

standard, providing the fused multiply-add (FMA) 

instruction for both single and double precision 

arithmetic.  FMA improves over a multiply-add 

(MAD) instruction by doing the multiplication and 

addition with a single final rounding step, with no 

loss of precision in the addition.  FMA is more 

accurate than performing the operations 

separately. GT200 implemented double precision FMA. 

In GT200, the integer ALU was limited to 24-bit precision for multiply operations; as a result, 

multi-instruction emulation sequences were required for integer arithmetic.  In Fermi, the newly 

designed integer ALU supports full 32-bit precision for all instructions, consistent with standard 

programming language requirements.  The integer ALU is also optimized to efficiently support 

64-bit and extended precision operations. Various instructions are supported, including 

Boolean, shift, move, compare, convert, bit-field extract, bit-reverse insert, and population 

count. 

16 Load/Store Units  

Each SM has 16 load/store units, allowing source and destination addresses to be calculated 

for sixteen threads per clock. Supporting units load and store the data at each address to 

cache or DRAM. !

!  
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bandwidth constrained. For existing applications that use Shared memory as software 

managed cache, code can be streamlined to take advantage of the hardware caching system, 

while still having access to at least 16 KB of shared memory for explicit thread cooperation. 

Best of all, applications that do not use Shared memory automatically benefit from the L1 

cache, allowing high performance CUDA programs to be built with minimum time and effort. 

Summary Table 

GPU G80 GT200 Fermi 
Transistors 681 million 1.4 billion 3.0 billion 

CUDA Cores 128 240 512 

Double Precision Floating 
Point Capability 

None 30 FMA ops / clock 256 FMA ops /clock 

Single Precision Floating 
Point Capability 

128 MAD 
ops/clock 

240 MAD ops / 
clock 

512 FMA ops /clock 

Special Function Units 
(SFUs) / SM 

2 2 4 

Warp schedulers (per SM) 1 1 2 
Shared Memory (per SM) 16 KB 16 KB Configurable 48 KB or 

16 KB 
L1 Cache (per SM) None None Configurable 16 KB or 

48 KB 
L2 Cache None None 768 KB 

ECC Memory Support No No Yes 
Concurrent Kernels No No Up to 16 

Load/Store Address Width 32-bit 32-bit 64-bit 

 

Second Generation Parallel Thread Execution ISA 

Fermi is the first architecture to support the new Parallel Thread eXecution (PTX) 2.0 instruction 

set.  PTX is a low level virtual machine and ISA designed to support the operations of a parallel 

thread processor. At program install time, PTX instructions are translated to machine 

instructions by the GPU driver.  

The primary goals of PTX are: 

! Provide a stable ISA that spans multiple GPU generations 

! Achieve full GPU performance in compiled applications 

! Provide a machine-independent ISA for C, C++, Fortran, and other compiler targets. 

! Provide a code distribution ISA for application and middleware developers 

! Provide a common ISA for optimizing code generators and translators, which map PTX 
to specific target machines. 

! Facilitate hand-coding of libraries and performance kernels 

! Provide a scalable programming model that spans GPU sizes from a few cores to many 
parallel cores 
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GigaThreadTM  Thread Scheduler 

One of the most important technologies of the Fermi architecture is its two-level, distributed 

thread scheduler. At the chip level, a global work distribution engine schedules thread blocks 

to various SMs, while at the SM level, each warp scheduler distributes warps of 32 threads to 

its execution units. The first generation GigaThread engine introduced in G80 managed up to 

12,288 threads in realtime. The Fermi architecture improves on this foundation by providing not 

only greater thread throughput, but dramatically faster context switching, concurrent kernel 

execution, and improved thread block scheduling. 

10x Faster Application Context Switching 

Like CPUs, GPUs support multitasking through the use of context switching, where each 

program receives a time slice of the processor’s resources. The Fermi pipeline is optimized to 

reduce the cost of an application context switch to below 25 microseconds, a significant 

improvement over last generation GPUs. Besides improved performance, this allows 

developers to create applications that take greater advantage of frequent kernel-to-kernel 

communication, such as fine-grained interoperation between graphics and PhysX applications. 

Concurrent Kernel Execution 

Fermi supports concurrent kernel execution, where different kernels of the same application 

context can execute on the GPU at the same time. Concurrent kernel execution allows 

programs that execute a number of small kernels to utilize the whole GPU. For example, a 

PhysX program may invoke a fluids solver and a rigid body solver which, if executed 

sequentially, would use only half of the available thread processors.  On the Fermi architecture, 

different kernels of the same CUDA context can execute concurrently, allowing maximum 

utilization of GPU resources. Kernels from different application contexts can still run 

sequentially with great efficiency thanks to the improved context switching performance. 
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Introducing Introducing Introducing Introducing NVIDIA NexusNVIDIA NexusNVIDIA NexusNVIDIA Nexus        

NVIDIA Nexus is the first development environment designed specifically to support massively 

parallel CUDA C, OpenCL, and DirectCompute applications. It bridges the productivity gap 

between CPU and GPU code by bringing parallel-aware hardware source code debugging and 

performance analysis directly into Microsoft Visual Studio, the most widely used integrated 

application development environment under Microsoft Windows.  

Nexus allows Visual Studio developers to write and debug GPU source code using exactly the 

same tools and interfaces that are used when writing and debugging CPU code, including 

source and data breakpoints, and memory inspection. Furthermore, Nexus extends Visual 

Studio functionality by offering tools to manage massive parallelism, such as the ability to 

focus and debug on a single thread out of the thousands of threads running parallel, and the 

ability to simply and efficiently visualize the results computed by all parallel threads. 

Nexus is the perfect environment to develop co-processing applications that take advantage of 

both the CPU and GPU. It captures performance events and information across both 

processors, and presents the information to the developer on a single correlated timeline. This 

allows developers to see how their application behaves and performs on the entire system, 

rather than through a narrow view that is focused on a particular subsystem or processor. 

!

NVIDIA Nexus integrated development environment 
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Matlab with CUDA 

• MATLAB plug-in for CUDA:
• acceleration of standard MATLAB 

2D FFTs (single-precision)

• CUDA/MEX example plug-in and build environment

• available at 
http://developer.nvidia.com/object/matlab_cuda.html 
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